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How to Succeed in Graduate School:

A Guide for Students and Advisors

part 2 of 2

by Marie desJardins

Becoming Part of the Research Community
One of the most important jobs of a graduate student is to become estab-
lished as part of the research community. Your advisor can help with this
process by funding conference travel, encouraging you to publish research
results early, collaborating on joint publications, introducing you to col-
leagues, and promoting your work.

In turn, you can make yourself more visible by participating in confer-
ences and workshops, publishing papers on your work, and meeting and
maintaining contact with colleagues.

Attending Conferences
Attending conferences and workshops is valuable whether you present a
paper or not. Some of the reasons to do so are:

• You’ll meet people and have a chance to discuss your ideas and to hear theirs.

• You’ll get a good sense of what the current state of research is, and will
learn more about how to write conference papers and give talks (some-
times by counterexample).

• You’ll probably realize that your ideas are more significant, relatively
speaking, than you thought. A common reaction is “I could write a bet-
ter paper than this!”

If you’re giving a talk you’ll gain even more visibility, and will have an
opportunity to make an impression on other researchers. Some tips for
preparing your talk to make this impression as positive as possible:

• Give a practice talk, especially if you tend to get stage fright. Be sure to
invite people who will give you constructive, but useful, feedback.

• Make sure your talk fits in the time slot allocated. There’s nothing
worse than a speaker who rushes through the last ten slides, or skips from
the middle of the talk to the conclusion. A good rule of thumb is to al-
locate 2-3 minutes per slide.

• It’s better to be somewhat abstract than to get bogged down in technical
details—but be sure you give enough detail to make a convincing case. Your
paper should fill in the missing details, so that people can read it to get a
more in-depth understanding. Know your audience: you’ll have to provide
more background to a general audience and more technical detail to au-
diences that are very familiar with the field of research you’re discussing.

• Use examples and pictures to illustrate and clarify your ideas.

• Learn by observation: try to imitate qualities of talks that you like and
avoid things that other speakers do that bother you.

• Talk about your ideas informally whenever you get the chance, so that
the talk will come more naturally and, hopefully, you’ll have a chance to
respond to and think about questions that might get asked at the talk.

• Make sure your slides are readable and as simple as possible. Never put
up a slide with tiny text and say “I know you can’t read this, but...”

• Try to relax. Don’t read from a script or word-for-word from your slides,
and don’t talk too fast. Be confident: you know more about your work
(flaws and all) than anyone else.

Parberry [20] contains some more suggestions for organizing and pre-
senting a talk, directed at theoretical computer scientists.

Publishing Papers
Publishing your ideas is important for several reasons: it gives you a source
of feedback from people who read your papers; it establishes you as a
member of the research community (useful for getting a job down the
line); and it forces you to clarify your ideas and to fit them in the context
of the current state of research in your field.

There are two key properties of a good paper: significant content—orig-
inal, important ideas that are well developed and tested—and good writing
style. The degree to which the paper’s content has to be “significant” depends
on where you’re submitting it. Preliminary ideas and works in progress are
more suitable for a workshop or symposium; well-developed, extensively
tested ideas are more appropriate for a journal. One way to decide where
your paper should be submitted is to read papers in potentially appropriate
publications, e.g., last year’s conference proceedings and current journal is-
sues. Another method is to show a draft or outline of the paper to your ad-
visor or other colleagues and ask for their advice.

If you have a great idea, but present it poorly, your paper probably won’t
be accepted. Be sure you know what the point of the paper is and state it
clearly and repeatedly. The same goes for the key technical ideas. Don’t
make the readers work to figure out what’s important—tell them explicitly.
Otherwise, they might get it wrong, if they bother to finish reading the paper
at all. State the problem you’re addressing, why it’s important, how you’re
solving it, what results you have, how other researchers have addressed the
same or similar problems, and why your method is different or better.

Write for the audience that you expect to read the paper, just as you would
plan a talk. Give more background for general audiences, less background and
more technical detail for specialized audiences. Use a running example if pos-
sible, especially if your paper is dense with equations and algorithms.

Do not try to put every idea in your thesis into one conference paper.
Break it down into pieces, or write one or two longer journal articles.

As you refine your ideas, you can republish in new forms, but be sure
you’re adding new material, not just rehashing the same ideas. Some
papers start as short workshop papers, evolve into conference papers, and
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eventually—with the addition of detailed empirical results or formal
proofs—become journal articles. It’s usually okay to publish the same or
substantially similar papers in multiple workshops, but papers for confer-
ences and journals are generally required to be original, unpublished work.

It is critical that any paper you plan to submit be read by someone else
first, if only to check for typos, grammatical errors, and style. A good
reviewer will give you feedback on the organization and content of the
paper as well. The more tightly refereed the publication you’re submitting
to, the more trouble you should go to in order to have it pre-reviewed. For
a workshop paper, having your advisor read it over (assuming you can con-
vince them to do so!) is probably enough. For a refereed conference, have
one or two other graduate students read it as well. For a journal paper, you
should probably find researchers who are active in the field, preferably at
other institutions (to give breadth), read it over and give you comments.
This is where the network of colleagues you should build comes in handy.

If you go through multiple revisions of a paper, don’t expect the same
person (even—perhaps especially—your advisor) to keep reading new
drafts. You should only give a revised draft to your advisor or another
reviewer if the paper has changed substantially and she has said that she
is willing to reread it.

If your paper is rejected, keep trying! Take the reviews to heart and try
to rewrite the paper, addressing the reviewer’s comments. You’ll get more
substantial and useful reviews from journals than conferences or workshops.
Often a journal paper will be returned for revisions; usually a conference
paper will just be accepted or rejected outright. After reading the review the
first time, put it aside. Come back to it later, reading the paper closely to
decide whether the criticisms were valid and how you can address them.

You will often find that reviewers make criticisms that are off-target
because they misinterpreted some aspect of your paper, or just because
they’re lazy. If so, don’t let it get to you—just rewrite that part of your paper
more clearly so that the same misunderstanding won’t happen again. It’s
frustrating to have a paper rejected because of a misunderstanding, but at
least it’s something you can fix. On the other hand, criticisms of the con-
tent of the paper may require more substantial revisions—rethinking your
ideas, running more tests, or reworking an analysis. (On the gripping hand,
sometimes a paper is rejected for neither of these reasons, but because of
politics: somebody on the reviewing committee dislikes your topic, your
advisor, your writing style, or even you personally for some reason. This is
all the more reason to try resubmitting to a different conference or journal!)

Networking
One of the most important skills you should be learning in graduate school
is how to “network.” Breaking into the research community requires at-
tending conferences, meeting established researchers, and making yourself
known. Networking is a learned skill, so you shouldn’t expect to be an ex-
pert at it immediately; but it is also a skill that you can, and should, learn
in order to be a successful member of the research community.

Going to conferences and standing in the corner is not enough.
Especially if you’re not normally an outgoing person, you have to make a
conscious effort to meet and build relationships with other researchers.
Presenting papers is a good way to do this, since people will often approach
you to discuss your presentation. Introducing yourself to people whose pre-
sentations you found interesting, and asking a relevant question or describ-
ing related research you’re doing, is also a good way to meet people.
Sometimes it’s easier to meet other graduate students than senior
researchers—this is fine, since those graduate students will provide con-
tacts to the senior people they know, and someday they’ll be senior people
themselves (as will you)!

You should talk about your research interests every chance you get (but
also be sure to spend some time listening: you’ll learn more this way, and
people will feel that your conversations are a two-way street). Have sum-
maries of various lengths and levels of detail of your work mentally pre-
pared, so that you can intelligently and clearly answer the inevitable “So
what are you working on?”. If someone expresses an interest in your work,
follow up! Send them emails discussing new ideas or asking questions.
Send them drafts of papers; ask them for drafts of their papers and send

them comments. (If you do this, they’ll be sure to remember you!) Bring
business cards with your email address to conferences to help new
acquaintances jog their memory.

To maintain the relationships you form, use email and re-establishing
contact at each workshop or conference you attend. If you work at it, and
use your initial acquaintances to meet new people, you’ll find that your
network grows rapidly. (Agre [1] has some excellent suggestions for net-
working on the Internet.)

Sometimes these contacts will grow into opportunities to do collabora-
tive research. Seize these: you will meet more people, often become exposed
to new methods of doing research or new subfields within your research
area, and the responsibility you feel towards your collaborator may give you
more of an incentive to stay motivated and keep accomplishing something.

Other professional activities can bring you into the research network as
well: volunteer for program committees, send your resume to a book review
editor, offer to give seminars at other universities, write conference and work-
shop papers and send them to people you’ve met or would like to meet, or
organize a workshop on your subfield at a larger conference. Summer intern-
ships at research laboratories or even other universities is a good way to get
an idea of what the “real world” of research is like, to meet more new col-
leagues, and to get a different perspective on research problems in your field.

Mentoring junior graduate students and undergraduates is a good
investment in the long run besides providing them a valuable service and
making you feel useful and knowledgeable.

Finding specific mentors can be very useful. Especially if you feel that
you are isolated at your institution, having a colleague at another institution
who can give you advice, feedback on drafts of papers, and suggestions for
research directions can be extremely valuable.

Advice for Advisors
In order to be a good advisor, you have to relate to your graduate students
as individuals, not just as anonymous research assistants or tickets to tenure
and co-authored publications. Work with all of your graduate students, not
just those whom you feel most comfortable with, or who are interested in
the problems you’re most excited about. Try to get to know your students
personally and professionally. Help them to identify their strengths and
weaknesses, to build on the former, and to work on overcoming the latter.
Give them honest evaluations of their work and performance: don’t just
assume that they know how they’re doing and what you think of them.

Read this paper and others like it with an eye towards discovering
which aspects of the graduate experience your students may be having
trouble with or may not realize the importance of. Try to see the experience
from their perspective, which will be different for each student, because
each student has a different background and different talents and goals.

The roles of an advisor include:

• Guiding students’ research: help them to select a topic, write a research pro-
posal, perform the research, evaluate it critically, and write the dissertation.

• Getting them involved in the wider research community: introducing
them to colleagues, collaborating on research projects with them, fund-
ing conference travel, encouraging them to publish papers, nominating
them for awards and prizes.

• Finding financial support: providing research assistantships or helping
them find fellowships and summer positions.

• Finding a position after graduation: helping them to find and apply for
postdoctoral positions, faculty positions, and jobs in industry, and also,
supporting their applications with strong recommendations and helping
them to make contacts.

Although guiding your students’ research is normally viewed as the central
task of an advisor, the other roles are also critical to their long-term success.
The beginning of this article contains advice, for students, on networking. You
can help them in this process by funding and encouraging travel to confer-
ences and paper publication, and by introducing them and talking about their
research to colleagues. Nigel Ward’s useful tips on what not to do are
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included as an appendix to this paper. A book that was suggested to me is
[21], but I haven’t actually seen it so I can’t recommend it personally.

Interacting With Students
Especially for a new advisor, setting the right tone for student interactions
is a difficult task. Different students respond best to different approaches,
and, of course, different advisors have different personal styles. Some of
the tradeoffs that have to be made in each advisor-student relationship are:

• Amount of direction: self-directed/hands-off versus “spoon-feeding”
topics and research projects.

• Personal interactions and psychological support: do they want advice on
career, family, and the like? Are you willing and able to give it or to find
someone else to advise them?

• Amount and type of criticism: general directions versus specific sug-
gestions for improvement.

• Frequency of interaction: daily versus once a semester.

It helps to establish regular meeting times and to discuss expectations
(both yours and your students’) about what can and should be accom-
plished during these meetings. Encourage them to develop relationships
with other faculty members, students, and colleagues, to get a different
perspective and to get feedback you may not be able to give.

To improve the atmosphere of your interactions:

• Meet over lunch or coffee to make interactions more relaxed and less
stressful.

• Strive to maintain an open, honest relationship. Respect your students
as colleagues.

• Tell them if you think they’re asking for too much or too little time or
guidance.

Advisors should be aware of both long-term and short-term needs. What
should the student’s goals over the next few years be? Help your student
identify ways that the two of you, as a team, can meet these goals. Advise
the student on the criteria for a successful qualifying exam, thesis proposal,
and dissertation. Help prepare the student for a future research career.

In the short term, a good advisor will work with students to set priori-
ties and to find a balance between doing research, reading, writing, satis-
fying TA and RA duties, publishing, and course work. Although advisors
may not be able to give advice on all administrative aspects of graduate
school, they should at least know the appropriate people to refer students
to for assistance with degree requirements, funding, and so on.

When you meet with your students, pay attention to them. Try to help
them to identify their interests, concerns, and goals, not just how they can
meet what you see as good interests, concerns, and goals. Know what
they’re working on, and what you discussed last time. Take notes during
meetings and review them if necessary.

Give them productive feedback, not just a noncommittal “OK, sure” or
a destructive “Why on earth do you want to do that?”. Remember that your
students are still learning. If you tell them that a problem in which they’re
interested has already been explored by Professor X, make sure you follow
up with a reference to which they have access. At the next meeting, dis-
cuss whether the problem remains a worthwhile area to explore and
whether there are new open issues raised by Professor X’s work.

When reviewing a student’s paper or proposal, write comments on the
paper itself: verbal comments aren’t as useful. Give the feedback promptly,
otherwise it won’t be much help. See the section on feedback for sugges-
tions about giving useful comments. Don’t just wait until they hand you
something to read: insist on written drafts of proposals, papers, etc. Help
them develop their rough ideas into publishable papers. Give them spe-
cific, concrete suggestions for what to do next, especially if they seem to be
floundering or making little progress.

Advisor-student relationships can break down if the advisor is setting
goals that are too high or too low, or if the advisor is exploiting the student to

meet the advisor’s needs (getting a promotion, increasing the advisor’s publi-
cation record, doing the advisor’s research), and not the student’s. Fortunately,
the student’s and advisor’s needs in most of these cases are not conflicting.

Encourage your students to choose a topic that you’re both interested in and
knowledgeable about (or very interested in learning more about). Make sure
that they have the appropriate background to understand the problem, and that
the methodology and solution they identify are appropriate and realistic. Give
them pointers to useful references and help them find them (this can be a mys-
terious, difficult process for graduate students). Make sure they’re aware of
other researchers and labs who are doing similar work, and if possible, arrange
for them to visit these labs or meet the researchers at seminars or conferences.

Women faculty often feel obligated to mentor every woman student in
the department, attend every committee meeting, and get involved in every
debate, whether they want to or not. While you can’t solve all of the prob-
lems in the world, you can at least make a difference by giving other
women (and men, for that matter) the sense that you do care, and that you
think women’s issues are important, even if you don’t have time (or the
inclination) to get involved with every problem.

Social Aspects of Advising
The relationships you develop with your students will vary. With some, the
relationship will be purely professional; with others, you may become closer
friends. As an advisor, it is your responsibility to ensure that your position
of authority over the student is never abused. As mentioned previously,
graduate students should not be used as a means to a promotion or a bet-
ter publication record. These will be side effects of good work in conjunc-
tion with your students, but should not be the goal of your relationship.

Because you are in a position of authority over your students, you must
make sure that you both know where the boundaries are. For example, get-
ting a student to help you move some furniture is usually quite easy if you’re
doing a good job as an advisor, since they feel indebted to you for your
advice and support. This isn’t a problem in and of itself. However, using
explicit or implicit threats to force the student to help you out is a severe
violation of professional ethics. Your students are also your colleagues, and
should be treated as such. A good question to ask yourself before asking a
student for a favor is whether you would feel comfortable asking the head
of your department for the same favor. If the answer to this question is “no,”
then you may be exploiting your position and abusing your relationship, and
you should seriously reconsider your motivations and behavior.

In my opinion, it is never appropriate to develop an intimate relation-
ship with one of your own students. If this should happen, you should not
continue to advise them (whether the relationship continues or not). Not
only would this be a clear case of sexual harassment, but your judgment
about the student’s professional life cannot be objectively separated from
personal feelings in a close relationship.

Dating students (or even asking them out where the implication of a
romantic relationship may exist) is a bad idea, even if the student is not
one of your advisees. They are bound to feel intimidated and uncomfort-
able, and at many universities this violates the sexual harassment policy.

Read your university’s policy on harassment, and err on the side of con-
servatism when in doubt, for your sake and the student’s.

All Work and No Play...
Finding a balance between work, play, and other activities isn’t easy.
Different people will give you very different advice. Some people say you
should be spending eighty or ninety percent of your waking hours working
on your thesis. Others (myself included) think that this is unrealistic and
unhealthy, and that it’s important for your mental and physical health to
have other active interests.

If you have a family, you will have to balance your priorities even more
carefully. Graduate school isn’t worth risking your personal relationships
over. Be sure that you save time and energy to focus on the people who
matter to you.

One of the keys to balancing your life is to develop a schedule that’s
more or less consistent. You may decide that you will only work during the
days, and that evenings are for your hobbies. Or you might decide that
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afternoons are for socializing and exercising, and work late at night. I
decided very early on in graduate school that weekends were for me, not
my thesis, and I think it helped me to stay sane.

Many graduate students hit the doldrums around the end of the sec-
ond or beginning of the third year, when they’re finishing up their course
work and trying to focus in on a thesis topic. Sometimes this process can
take quite a while. Try to find useful, enjoyable activities that can take your
mind off of the thesis: sing in a choir, learn a foreign language, study the
history of ancient Greece, garden, or knit. If you schedule regular activities
(rehearsals, tennis lessons), you will probably find it easier to avoid drifting
aimlessly from day to day.

In the final push to finish your thesis, though, you will almost certainly
have less time for social activities than you used to. Your friends may start
to make you feel guilty, whether they intend to or not. Warn them in advance
that you expect to turn down lots of invitations, and it’s nothing personal—
you need to focus on your thesis for a while. Then you’ll be all done and free
as a bird! (Until the next phase of your life starts...)

Issues for Women
Although this paper started out from a discussion about the problems
women face in graduate school, it has evolved into something that I think
is relevant for everyone, not just women. This is not to say, however, that
there aren’t special problems faced by women.

In many cases, women and men face the same obstacles in graduate
school, but react differently to them. For women, the additional factors
that are sometimes (but not always) present include isolation, low self-
esteem, harassment and discrimination, unusual time pressures arising
from family responsibilities, lack of a support network, and lack of relevant
experience. Having an unsupportive advisor can thus become much more
of a problem for women than for men. I hope that to some extent, this
paper will help both women and advisors of women to provide the sup-
portive, positive environment that all graduate students deserve.

Part of the reason that I changed the focus of the paper is that there
have been many articles written recently on the subject of women scientists
and women graduate students. These include [27], [17], [19], [22], [13],
[15], [14], [28], and [26]. McKay [18] talks about issues relevant for minor-
ity faculty members, many of which pertain to minority graduate students.
The systers mailing list is an electronic resource for women in computer sci-
ence; send e-mail to systers-request@pa.dec.com for more information.

On Finishing
Despite how difficult graduate school can be at times, the benefits are sig-
nificant. Of course, you’ll learn useful professional skills like doing
research, formulating problems and critically evaluating alternative solu-
tions, giving written and oral presentations of your work, and interacting
with other researchers. But graduate school—and in particular the process
of formulating, researching, and writing a dissertation—gives you confi-
dence in your ability to tackle hard problems and to become an expert in a
new field. A fellow PhD put it much better than I can:

...it isn’t just that I can write technical things and I can talk to other
researchers with confidence—I can talk to almost any authority fig-
ure with confidence. Partly this is because I now know what it is to
be an expert in something, and although I respect other peoples’ ex-
pertise in their areas of specialization, I also know that I’m just as re-
spectable and they (usually) aren’t any more so than I. I also think I
can write about things in other areas, provided I’ve done my home-
work and learned the area. I feel empowered! And I would never have
gotten this from a CS programming job or even a masters degree.

Of course, there are also the incalculable benefits of finishing the dis-
sertation. Even though it can leave you at loose ends (what will you do with
your weekends, now that you no longer have to work on your thesis?)
there’s often a feeling of euphoria, heightened by exhaustion, when you
finally hand in your thesis. As the person quoted above put it:

I think an oft-noted bad thing about finishing is adjusting to no longer
having a long term, ever-elusive goal. But now that five months have
gone by, I find I’m much more efficient in my work because I no
longer have that awful weight hanging by a thread over my head, and
much happier, more relaxed, more light-hearted.

Conclusions
In addition to the papers I have cited directly in the article, I found a vari-
ety of other resources to be useful, and have included them in the
References section.

The UC Berkeley Graduate is a newsletter published by the UC
Berkeley Graduate Division with articles of general interest to graduate
students. I found this publication very informative both during graduate
school and while writing this article. A number of particularly interesting
articles are included in the References section.

Several articles [4, 2, 3] give general advice on graduate school and
doing research. Guidelines and suggestions for reviewing papers are given
in [24] and [23].

A number of articles on writing proposals and successfully applying for
research grants are available [16, 29, 30, 25]. The topic of how to find a
job, and how to prepare for the job search during graduate school, is the
topic of [12].

Graduate school is not an easy process, and too many students are
thwarted and intimidated by unsupportive or unskilled advisors, lack of
knowledge about what graduate school is all about, inflexible bureaucra-
cies, and a myriad of other obstacles. I have tried to give advice that grad-
uate students and caring advisors can use to lessen some of these obstacles.
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How to be a Terrible Thesis Advisor
by Nigel Ward (a young faculty member and advisor who hopes others can learn
from his mistakes)

• Assign students thesis topics based on the section headings in your grant
proposal, or on the boxes of the flowchart for your master plan.

• When someone brings up a research paper, tell anecdotes about the au-
thor, his or her advisor, and his or her colleagues. This will impress [on]
students that who you know is more important than what you do.

• When laying out your laboratory, give first priority to minimizing the cost
of cable, last priority to good workplaces for students, and no priority to
fostering interaction among students.

• Read your students’ papers at most once.

• When honest differences of opinion arise, paper them over with words.
For example, say “Well, we could talk about this forever, but I think we’re
all working towards the same basic idea, let’s call it a ‘neologistic/noetic
knowledge representation.’ Now let’s move on.”

• Regarding other schools of thought, make sure students know just
enough to be able to point out the “fatal flaws” in each, and so can be
good foot soldiers in the crusade for your own approach. A useful phrase
is “Why do you want to waste your time reading that?”

• Never visit the laboratory; learn about students’ work only from what they
tell you.

• Define your research aims with catch phrases (“dynamic X,” “emergent
Y,” “the Z problem,” etc.).
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• Have students handle computer system administration, and let them
think it counts as research.

• Mumble.

• Assign older students to guide the younger ones.

• Involve students in decision-making for unimportant things. For exam-
ple, you can easily wile away an hour of seminar deciding who should
be discussion leader for what chapter of the reading.

• Share your most trivial thoughts with your students. Better yet, bring
them up as seminar discussion topics (“In the shower this morning, it
struck me that whitespace is really important. Let’s think about white-
space from an AI perspective”).

• Avoid conflicts with your students; in particular, don’t be too demanding.

• If a student reveals that he is confused about what counts as meaning-
ful research, ridicule him.

• Take no interest in what courses your students are taking.

• Pick up ideas from going to conferences, then bring them up in semi-
nar without explaining from whom you got them or explaining the con-
text in which they arose.

• Plan for research seminars to last at least two hours.

• Avoid meeting with students individually. Do all advising out in public,
at seminars.

• Never go near the laboratory in the evenings or on weekends.

• Always come unprepared for seminars; you’re smart enough to fake it.

• Never do any programming yourself. After all, you went through that
once, and now you’re an ideas man (or woman).

• Let your students see you rushing to meet deadlines.

• Avoid critical discussions of research strategy. A useful phrase is “We’ll
do it this way. Why? Because I’m the professor and you’re a student.”

• Expect nothing much from your students, and subtly let them know this.

• Give all your students the same research topic, but with slightly different names.
If this is the same topic as your own dissertation topic, all the better.

• Let your students see your grant proposals and learn the art of double-
think.

• Enforce disciplinary boundaries. For example, say, “That sounds like the
sort of thing that people in software engineering would work on, so let’s
leave that topic alone,” or “Why do you want to worry about that? That’s
a software engineering issue.”

• Never suggest that your students contact other professors or other re-
searchers.

• Let your students submit articles to third-rate journals.

• If a student’s work is not giving the results expected, belittle her.

• Encourage your students to work on fashionable problems.

• State your opinions loudly and frequently, so your students know what
to write in their theses.
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A Common Mistake of Contestants
Recently, I arranged several contests with Rezaul Alam Chowdhury
and in collaboration with the University of Valladolid, and have seen con-
testants make careless mistakes. The most prominent mistake is taking
things for granted. In a problem I specified that the inputs will be inte-
gers (as defined in mathematics) but did not specify the range of input
and many contestants assumed that the range will be 0 —> (2^32–1).
But in reality many large numbers were given as input. The maximum
input file size was specified from which one could assume what was the
maximum possible number. There were also some negative numbers in
the input because integers can be negative.

The Causes of Compile Error
Compile error is a common error on the Valladolid site. It may seem
annoying to compile and run a program, then send it to the online
judge and get a compile error. Generally these errors occur because
contestants omitted #include files. Some compilers do not require
including the header files even when we use functions under those
header files. However, the online judge never allows this. For example,
some functions exist both in math.h and stdlib.h. For the online judge,
you need to include both of the header files if you want to use them.
Compiler errors also occur commonly when contestants do not spec-
ify the correct language. Often C code implemented in some compil-
ers inadvertently takes advantage of C++ features. When the language
specified to the judge is C, a compile error is generated. For example,
the following may be compiled as a C program in a DOS/Windows
environment but not in UNIX/LINUX.

for (int i = 0;i <100;i++)
{

printf("Compile Error\n");
}

E-mail Sending Format. Mail sent to the online judge should be
in plain text format. If the mail is in Rich Text or HTML, the program
will not compile. You should not send your program as an attachment.

Mysterious Characters. When I first started programming for
Valladolid, I used Turbo C++. After a program was successfully com-
pleted, I opened the source code in Notepad, selected the whole text,
copied and pasted it in my mail editor, and sent the program to the
Valladolid site. I got a Compile error message but could not discover
the cause. One day, I pasted it in my email editor, saved it as a text file,
and then opened it in my DOS text editor. I discovered some mysteri-
ous characters in the file, which were invisible in Windows. If you
receive a Compile error message and cannot discover the cause, check
if your mail or text editor is adding extra symbols to your code.

Using Nonportable Functions. Compile errors are caused by
the use of the functions which are only available in DOS and not in
LINUX, such as strrev, itoa, etc.

Using C++ Style Comments. C++ allows a comment style that
starts with //. If the mailer wraps a comment to two lines, you may get
a compile error.

Valladolid-specific Suggestions
The next section provides suggestions for solving problems for the
Valladolid online judge.

Types of Input in the Valladolid Online Judge
There are four types of input in the online judge:

• Nonmultiple input without special correction program (red flag)

• Nonmultiple input with special correction program (orange flag).

• Multiple input without special correction program (blue flag).

• Multiple input with special correction program (green flag).

What is a Special Correction Program?
There are some problems that have one unique output for a single in-
put, and other problems with multiple output for the same input. For
example if you are asked to find the maximum appearing string of
length 3 in the string “abcabcabci jki jki jk,” unfortunately the answer
can be both “abc” and “i jk.” So, if your program gives the output “abc,”
it is correct, “i jk” is also correct. The judge program cannot determine
the correctness of your program by simply comparing your output to the
judge program output. The judge must write a special program, which
will read your answer and determine if it is right or wrong. This special
program is described as a special correction program in the Valladolid
online judge. For the problems with special correction programs, (Prob-
lem 104, 120, 135, etc., or the problems with orange or green flag), you
cannot be sure that your program is incorrect even if your program out-
put does not match the sample output for the given sample input.

“Multiple input programs” are an invention of the online judge. The
online judge often uses the problems and data that were first pre-
sented in live contests.

Many solutions to problems presented in live contests take a single
set of data, give the output for it, and terminate. This does not imply
that the judges will give only a single set of data. The judges actually
give multiple files as input one after another and compare the corre-
sponding output files with the judge output. However, the Valladolid
online judge gives only one file as input. It inserts all the judge inputs
into a single file and at the top of that file, it writes how many sets of
inputs there are. This number is the same as the number of input files
the contest judges used. A blank line now separates each set of data.
So the structure of the input file for multiple input program becomes:

Integer N //denoting the number of sets of input
—blank line—-
input set 1 //As described in the problem statement
—blank line—-
input set 2 //As described in the problem statement
—blank line—-
input set 3 //As described in the problem statement
—blank line—-
.
.
.
—blank line—-
input set n //As described in the problem statement
—end of file—

Note that there should be no blank after the last set of data. Some -
times there may be, so always check. The structure of the output file
for a multiple input program becomes:
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Output for set 1 //As described in the problem statement
—blank line—-
Output for set 2 //As described in the problem statement
—blank line—-
Output for set 3 //As described in the problem statement
—blank line—-
.
.
.
—blank line—-
Output for set n //As described in the problem statement  
—end of file—

The USU online judge does not have multiple input programs like Val -
ladolid. It prefers to give multiple files as input and sets a time limit for
each set of input.

Problems of Multiple Input Programs
There are some issues that you should consider differently for multiple
input programs. Even if the input specification says that the input ter-
minates with the end of file (EOF), each set of input is actually termi-
nated by a blank line, except for the last one, which is terminated by the
end of file. Also, be careful about the initialization of variables. If they
are not properly initialized, your program may work for a single set of data
but give incorrect output for multiple sets of data. All global variables are
initialized to their corresponding zeros. Thus, for a single set of input, the
initialization may not be necessary, but for multiple inputs, it is a must.

The Fixing Mistake Section
Always be sure to see the Fixing Mistake section of the Valladolid
online judge. Some of the problems in the Valladolid online judge have
errors, which are corrected on this page.

Read the Message Board
Always try to read the message board of the Valladolid site. You will
learn many things from other programmers. The USU online judge
also has a message board. You can also submit your own views and
problems via these boards.

Conclusion
Many people believe that the best programmer is the one with greatest
knowledge of algorithms. However, problem-solving skills contribute to
programming success as much as raw knowledge of algorithms. Do not
lose your nerve during a contest, and always try to perform your best.
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Useful Links
ACM Home Page: http://www.acm.org/

ACM International Collegiate Programming Contest Problem Set
Archive: http://www.acm.inf.ethz.ch/ProblemSetArchive.html

ACM International Collegiate Programming Contest Web Page:
http://acm.baylor.edu/acmicpc/

American Computer Science League (ACSL) Homepage:
http://www.acsl.org/

Centrinës Europos informatikos olimpiados (CEOI) Resource Page:
http://aldona.mii.lt/pms/olimp/tarpt/ceoi.html

Informatics Competitions Link Page:
http://olympiads.win.tue.nl/ioi/misc/other.html

Internet Problem Solving Contest (IPSC) Web Page:
http://ipsc.ksp.sk/

International Olympiad in Informatics (IOI) Web Page:
http://olympiads.win.tue.nl/ioi/index.html

Mark Dettinger’s Home Page: 
http://www.informatik.uni-ulm.de/pm/mitarbeiter/mark/

New POTM Master’s Home Page: http://contest.uvarov.ru/

PC2 Home Page: http://www.ecs.csus.edu/pc2/

POTM Master’s Home Page:
http://members.tripod.com/~POTM/fah_home.html

Ural State University (USU) Problem Set Archive with Online Judge
System: http://acm.timus.ru

University Waterloo Contest Page: http://plg.uwaterloo.ca/~acm00/

Valladolid 24-hour Online Judge: http://acm.uva.es/problemset

Valladolid Online Contest Hosting System: http://acm.uva.es/contest
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Ethical Lessons Learned from

Computer Science

by Richard Bergmair

The polymorphy described above sits at the core of this discussion. To
show this more clearly, a type of logic will be established, but instead
of reasoning, and determining whether something is true or false, it will
make moral judgments, telling whether something is good or bad. Some
core thoughts of positivistic and teleological ethics will be formalized
in this logic to give a computational model of telling right from wrong.
A fictional artificial intelligence is discussed, using insights provided by
metamathematics, and the bargaining problem, a philosophical ques-
tion with wide-ranging implications, will be approached with game the-
ory. But before going into too much detail about how to approach these
subjects from a computer scientist’s point of view, it might be helpful
to briefly review these ethical topics from a classical point of view.

Three Questions, Six Answers
Kenneth Laudon [6] uses three “critical distinctions” for organizing the
literature on ethics, which can be viewed as the three big questions of
ethics. The different answers to these questions define a spectrum of
ethical thought.

Question One: What is “goodness?”

Phenomenologist’s answer: It is a higher order, and it is given. One must
understand the abstract concepts of right and wrong, and act accordingly.

Positivist’s answer: It is whatever we make of it. We have to derive eth-
ical principles for ourselves according to our observations of the real world.

Question Two: Does acting ethically correct mean acting according
to certain rules, or acting in a way leading to desired consequences?

Deontologist’s answer: Acting ethically correct, means respecting
one’s duties and obligations. Each single act is itself good or bad, re-
gardless of its consequences.

Teleologist’s answer: An action can be judged only by its conse-
quences. Acting right means acting in such a way that the outcome
is good. There is no act that is a priori good.

Question Three: What is the scope of morality? Is morality subject
to everyone’s individual freedom?

Collectivist’s answer: Ethical standards make sense only if they
equally apply to everyone. A rule like “thou shalt not kill,” that was
subject to the individual’s approval, would be the equivalent of a
rule like “thou shalt not kill, unless it benefits you.”

Individualist’s answer: Nobody should be committed to accepting
ethical standards just out of pure principle or we will end up with
a morality that people ultimately suffer from.

Given this basic, yet vague understanding of ethical principles, one
can develop a more rigorous representation suitable for computation.
Such an attempt quickly presents the problem of undecidability, an
interesting principle with wide-ranging implications.

Explaining Gödel’s incompleteness theorems in detail is beyond the
scope of this article. The interested reader is referred to Kurt Gödel’s
original publication [2]. Alternately, Hofstadter’s Pulitzer-Prize-win-
ning classic Gödel, Escher, Bach: An Eternal Golden Braid [5] and
Smullyan [8] make the complex ideas behind this topic accessible.

An Infinitely Long Time Ago...
Consider a thought experiment: A computer program, called Guru,
shall be designed, sent back through time, and started at a point in time
that is infinitely long ago. That program should be capable of telling
right from wrong. Such a program would need a set of ground facts,
axioms, premises, or whatever term fits one’s philosophy of systematic
reasoning. These could be statements telling the machine that some-
thing is definitely good or bad. This is not enough, because not every
situation the machine will ever be confronted with can be expected to
appear in the set of ground facts. Therefore some inference rules or
proof techniques would have to be established. The machine would
need them to determine whether “compound-situations,” situations
described in terms of other situations, are good or bad.

Guru would also need an inference engine that systematically com-
bines simple situations, achieving “compound-situations” based on the
inference-rules. Whenever Guru discovers such a situation, it could
store it to an infinite memory, called the scroll of all wisdom. If all of
the ground facts can safely be assumed, all of the inference rules work,
and the inference engine produces correct outputs, then, applying the 

Introduction

In this article, we will address the question “How can computer science methods help us to better
understand ethics?”

Ethics, and especially normative ethics, are concerned with finding “criteria for what
is morally right and wrong. Ethics includes the formulation of moral rules” [1].

Logic programming is concerned with identifying base facts that are logically true
or false. It includes the formulation of inference rules.

http://www.acm.org/crossroads


ideas of positivistic philosophy, the scroll of all wisdom would indeed
have to contain all wisdom after running Guru for an infinitely long time.

Table 1: A well-known truth-table and a “goodness-table.”

Given such a framework, an actual formalization of the ethical sys-
tem Guru is supposed to employ can now be considered.

Judging Acts
A set of symbols will be needed, in order to perform systematic reasoning
with them. Keep in mind that these symbols are not defined as in math-
ematical reasoning. These symbols are simply Guru’s machine language,
and in that machine language the symbol → is not a Boolean negation,
and the symbol —p was chosen only to highlight a polymorphy between
Boolean reasoning and ethical judging that will be discussed shortly.

This is the only correct interpretation for Guru’s machine language:

• m is the act of murder.

• X— are the consequences X has (either good or bad).

• (N— →D—) is an act, where the consequences of not doing it are N—

and the consequences of doing it are D—.

This is where the teleological approach comes in. Guru judges things
in terms of their consequences only. In order to formalize what it means
for something to have bad consequences, the symbol bad is defined in
terms of the consequences of murder:

—m are bad.

Guru also needs a way of deciding whether things besides murder
are good or bad:

(N—→D—) are good if, and only if, N— are bad and D— are good.

That this interpretation is consistent with ethical ideas can be seen,
considering the “goodness-table” given in Table 1. The possible situa-
tions Guru could be confronted with and the judgement our rule pro-
duces will be shown by discussing the table line by line.

1. The consequences of choosing not to do the act are bad. The con-
sequences of choosing to do the act are also bad. This is of course
bad. One should try to avoid getting into such a situation.

2. The consequences of choosing not to do the act are bad. The con-
sequences of choosing to do the act are good. This is good. One can
choose to do the act, which is good, and one is, in fact, obligated to
do it, because the outcomes are bad, otherwise.

3. The consequences of choosing not do the act are good. The conse-
quences of choosing to do the act are bad. There should be no
question that this is bad.

4. The consequences of choosing not do the act are good. The conse-
quences of choosing to do the act are also good. It seems a bit
counter-intuitive, but this is bad. Let the act of doing S be Sd and
the act of not doing S be Sn. By doing Sd one chooses not to do
Sn. But the fact that Sn has good consequences, means that one
chooses not to do something good. If one knows that something is
good, then one is in fact obligated to do it and therefore doing S
would violate this principle.

The ability to judge an act by its consequences does not morally
justify Guru as being good. It shouldn’t make judgments based solely
on rigorous reasoning. It should be primarily committed to doing
what’s good, and is therefore also capable of lying, but only if it con-
siders this lie as good.

Judging Judgments

• Y— are the consequences that Guru says Y has, when it is either telling
the truth, or lying.

• X— are the real consequences X has, and is not subject to any further
questioning.

• (X ⇒Y—) is the possible lie that Guru is telling us when asked about
X. The consequences of what Guru is telling us are Y—, while the real
consequences of X would be X—.

Here color was used to indicate the “amount of questioning” necessary
for interpreting a symbol.

Table 1 shows the behavior expected from an operation for judging lies.

1. The real consequences of something are bad. Guru is lying, telling
us something that has bad consequences. Such a lie is bad. The fact
that the real consequences would have been bad as well doesn’t
change anything about the fact that the lie has bad consequences.

2. The real consequences of something are bad. Guru is lying, telling
us something that has good consequences. Such a lie is good. The
real consequences would have been bad, but by lying, Guru has
turned this situation into one that has good consequences.

3. The real consequences of something are good. Guru is lying, telling
us something that has bad consequences. There should be no doubt
that this is bad.

4. The real consequences of something are good. Guru is lying, telling
us something that has good consequences. This is bad, because
Guru shouldn’t lie when there is no need to do so.

The consequences of a lie can be defined as follows:

implication
p q p →q

(1) true true true
(2) true false false
(3) false true true
(4) false false true

act lie
p q p →q p ⇒q

(1) bad bad bad bad
(2) bad good good good
(3) good bad bad bad
(4) good good bad bad

Richard Bergmair 
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(X ⇒ Y—) is good if, and only if is (X ⇒ X—) → Y— on the scroll of all
wisdom.

The equivalence between a lie X ⇒ Y— and the act of lying X— → Y— is
demonstrated in Table 1.

The problem is determining the true consequences of X(X—), if all
Guru ever does is either tell the truth or lie about X(X—). Here Guru

has to question itself. If it suspects X— to be a lie, and it knows that it
only makes lies that have good consequences, it checks whether the
lie X ⇒ X— would be good. Substituting this for X gives the definition
(X ⇒ Y—) ≡(X ⇒ X—) → Y—.

Such a definition wouldn’t lead us anywhere, because it would be 
circular, but, since Guru’s memory contains all wisdom, (X ⇒ Y—) can 
simply be defined in terms of (X ⇒ X—) → Y— being on the scroll of all 
wisdom, which is not per se circular.

Based on these rules, Guru is now capable of telling good from
bad, and even telling whether judgments about what is good or bad are
themselves good or bad. But does this say anything about whether
Guru is good?

When Gödel Meets GURU
In fact, the rules from the previous sections were taken from Smullyan
[8] and are a subset of the formal system he presents as Craig’s
machine. The reader interested in its formal details is referred to his
work for proof that this system is in fact Gödelian. I built the Guru

story around Craig’s machine only to provide an interpretation for it,
and to show how reasoning could work on an ethical level, but a
machine or a metamathematician is not interested in anything else but
these four rules in their purely symbolic form.

The Gödel sentence G such that G ≡ ¬ PG is a correct sentence of
a formal system that states “you cannot prove me within my system.”
Note that some of the details were left out here. PG could in terms of
Guru’s “machine-language” be an operation finding out whether G is on
the scroll of all wisdom. One would further have to define the concepts
of ≡ and ¬ in terms of Guru’s machine-language and would have to
know some more details about how Guru really operates. For Craig’s
machine, Smullyan shows that (m ⇒—m) →—m is such a sentence.

In terms of Guru, the Gödelian sentence (m ⇒—m) →—m would
have an interpretation like, “What are the consequences of an act,
where the consequences of doing this act are the same as the conse-
quences of murder, and the consequences of not doing this act are that
I suspect you of lying when you say that murder is bad?”

Although this question is a skeptical way of asking about the most
basic fact, “Is murder good or bad?”, it is not possible for Guru to
answer it.

Divide The Dollar!
In the previous sections, the first two ethical questions were consid-
ered. They were handled together because they are similar, but the
third question, in contrast, is widely unrelated to the other ones. A
fresh approach will be taken for this question.

The divide-the-dollar situation is one of the philosophical clas-
sics. Two people are given a dollar, but only under the con dition that
they find an agreement on how to divide it. This problem is represen-
tative of the collectivist/ individualist-debate, yet very simple. It is in
fact so simple that it is frequently found in elementary school math-

textbooks, in wordings like “This year Grandma gave Mary and John
one dollar for Christmas. How much money does each of them get?”
Part of the naive ap proach an elementary school pupil takes when con-
fronted with this problem is the assumption that each of the two bar-
gainers ought to get the same amount of money.

Such a standard can only work if all the individuals involved in the
bargaining-process accept it without further questioning. Someone
who doesn’t accept it could demand 99 cents, arguing the following
way: “If I reject every possible bargain, except for the one that leaves
me with 99 cents, then my opponent has only two options left: either
accepting or rejecting this one-and-only offer. Accepting the offer
leaves the opponent with one cent, otherwise neither of us will get
anything. This is why the opponent has to accept.”

From a collectivistic standpoint, this seems completely nonsensical,
because how can one individual justify this in such a way that this eth-
ical justification wouldn’t apply if the other individual made the same
argument? (This principle frequently appears in the ethical literature as
reciprocity.) Note that the elementary-school approach presented above
is already a collectivistic one, because it is subject to a global ethical
standard. From an individualistic standpoint, on the other hand, the col-
lectivist’s commitment to the principle of reciprocity itself seems non-
sensical. What motivation drives a bargainer to accept the 50-cents-deal,
if 99 cents would also be possible. Given this concept, one can now go
on to generalize the idea, so it applies not only to thought-experiments.

About Idealized Rational Individuals
From a strong individualistic view, consider the following statement:

Given any specific situation an individual might find himself in, it
will benefit the most, in the long run, by making such a decision
that maximizes its own personal benefit.

An example where the above statement does not hold was already
given. Two individualists will not come to any agreement in the divide-
the-dollar situation, which is why they won’t get any money. As far as
ethics is concerned, we are done at this point, and are forced to draw
back to a weaker version of the individualistic view, like “there are sit-
uations, where an individual….”

The bargaining-game, as described by John F. Nash [7], provides
some more insight, not by proving any ethical views, but by saying
something about how common these divide-the-dollar situations really
are. It doesn’t necessarily take two “hardcore-individualists” confronted
with a situation as theoretical and as made-up as the divide-the-dollar
problem, to find a counter-example for the individualistic view. It com-
pletely suffices to let two idealized rational individuals take part in a
two-person game, in which they are supposed to find an agreement on
trading some of the goods they possess, without the use of money
(which would only be a special case of the situation considered).

Nash’s Approach To The Bargaining Problem
Nash uses the example shown in Table 2 to illustrate a bargaining sit-
uation. The table shows goods, some of which belong to Bill and some
of which belong to Jack, and their utilities to Bill and Jack. (Nash uses
the notion of utility to formalize the concept behind the value of a
good. The fact that goods can be of differing value for different people
could be seen as the major driving force behind economy.) Bill and 
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Table 2: Nash’s bargaining example [7].

Jack are supposed to trade them without the use of money, or any
other common exchange medium.

Figure 1: Visualization of Nash’s original bargaining example [7].

Figure 2: Visualization of another case.

Nash visualized the situation in a plot as shown in Figure 1. The idea
is that every possible solution to the problem will plot to a point (x,y) in the
plane. Here x is the gain in utility the first individual could expect from
that solution and y is the gain in utility the second individual could expect.

Bill’s goods Utility to Bill Utility to Jack
book 2 4
whip 2 2
ball 2 1
bat 2 2
box 4 1

Jack’s goods
pen 10 1
toy 4 1

knife 6 2
hat 2 2

One possible solution to Nash’s example could be that Bill gives Jack the
book and nothing else. It plots to (–2,4), denoting that Bill loses two util-
ity units and Jack gains four. This solution can directly be looked up in
Table 2, but there is no need to restrict Bill and Jack to trading only one
of the goods. Bill and Jack could also agree to a trade like Bill giving Jack
the book and Jack giving Bill the knife. Here Bill loses two utility units,
because he has to give away the book, and he gains six, because he gets
the knife, leaving him with an overall gain of four. Jack loses two, because
of the knife, and gains four, because of the book, leaving him with an over-
all gain of two. This solution would then plot to (4,2). Another solution
could be that Jack gives everything to Bill, which plots to I(22,–6).

Table 3: Possible solutions to a bargaining problem.

If Bill and Jack’s primary motivation were to find a “fair” trade, they
could go for a solution in F(6,6). For example, Bill could give Jack the
book, whip, bat, and box, and Jack could give Bill the pen and the knife.
In this case, they would both gain the same amount of utility, which is
six. The two of them would then be 12 utility units better off than
before. (Here, a global measure of utility is used, obtained by arith-
metically adding the two individual’s utilities.) But can they do better?

If they wanted to gain as much “global utility” as possible, they
could go for a solution in M(18,0), which would even have a global
value of 18 utility units. One of these would be that Bill gives Jack the
book, and Jack gives Bill the pen, toy, and knife. Probably Jack would
not like the fact that he has to give away all of these items, and not
gain anything for himself. Still, from a collectivist standpoint, it is
clearly a better solution, because if Bill has more use for the items,
then why should Jack possess them?

The solution suggested by Nash [7] is very interesting. It can be
found in N(12,5). In this case, Bill gives Jack the book, whip, ball, and
the bat, and Jack gives Bill the pen, toy, and the knife. This is the out-
come Nash expects, when two idealized rational individuals bargain.
Here it is assumed that the individual who has more potential to ben-
efit will also be the stronger one in the bargaining process.

Figure 2 shows another possible bargaining situation and Table 3
summarizes the possible solutions, and their criteria. These criteria are
the results of different philosophies applied to the same problem, and
may help to show some of the concrete impact, that concepts as
abstract as individualistic and collectivistic ethics have on everyday
problems like trading.

Conclusion
Question three was approached by considering bargaining problems.
That the maximum “net wealth” of a group of people is not necessar-
ily reached, when each individual tries to maximize its own wealth was
shown by considering the divide-the-dollar problem. The discussion
was then extended to show that similar principles apply for the more
general formulation of bargaining situations as studied by Nash.

IBill (b, j) b is a minimum
IJack(b, j) j is a minimum
F(b, j) b+ j is the minimum also satisfying b= j
M(b, j) b + j is a maximum
N(b, j) b * j is a maximum

Richard Bergmair 
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Ethical Lessons Learned from Computer Science

Question two was handled here indirectly in the interpretation of
Guru’s principles of reasoning, and gets most obvious, possibly when
examining the situations where Guru is supposed to lie. One might
want to program Guru in such a way that, out of principle, it doesn’t lie.
As a result, Guru wouldn’t be a Gödelian machine any more, but this
would clearly be on the deontologists’ side of the philosophical spectrum.

Question one is answered by Gödel himself quite clearly. In his
posthumously published Philosophical Essays [3] he states:

I am under the impression that [. . .] the Platonistic view is the only
one tenable. Thereby I mean the view that mathematics describes
a non-sensual reality, which exists independently both of the acts
and the dispositions of the human mind and is only perceived, and
probably perceived very incompletely, by the human mind [3].
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Introduction

AAAAAAAAAAHHHHHHHHHHHHHHHHH!
Didn’t expect that, did you? Neither did Steve Wolfman’s class when he let loose a blood-

curdling scream on the first day. His goal was to demonstrate the strength of community and 
pooled resources. This point was clearly illustrated when he asked the entire lecture hall of two hun-
dred students to scream at the top of their lungs. Why? He was using an atypical teaching technique
to get the attention of the students and keep them interested. Students do not always learn all that
the instructor is trying to get across a lecture. In fact, it is likely that even students who can get the
most out of a lecture grow restless and might be more involved in class if it were taught with a twist.
In order to capture the interest of students more effectively, instructors could use atypical classroom
techniques. Moreover, unlike lecturing and giving homework, these unorthodox techniques can also
keep students attentive and target preferred learning styles. This article presents some experimental
and anecdotal evidence to support the theory that the use of these techniques improves students’
learning in an introductory Computer Science (CS) class.

The Problem
Students do not always pay attention, especially during long lectures.
They lose interest, because they do not feel like they are learning, or
sometimes they do not care about what is being taught. Being an effec-
tive teacher is not always a simple task.

Interest
In many cases, an introductory CS class is a general requirement,
therefore, a diverse student body is enrolled; not just CS majors. A
common complaint among students is that the material is not inter-
esting. Many people studying pedagogical techniques agree that “stu-
dents who are new to computer science typically find the field full of
theoretical, technical, or even tedious concepts” [6]. The lack of inter-
est is likely attributed to the large number of building blocks, such as
procedures, syntax, and algorithms that are initially taught to students
so that they can apply these to more complex and interesting prob-
lems. Since the students are exposed to this type of information at the
beginning of their studies, students who have no initial motivation to
learn the basic CS concepts lose interest in the subject early on.

Concepts not Easily Taught
Applicability an incentive for students to learn; the lack of it can make
a course seem irrelevant. Still, this is not the only factor that limits their
motivation to learn. CS concepts can be difficult, at first, because they
are typically alien. Students often need lots of time to gain enough fa-
miliarity with the material to understand and apply a concept. In some
disciplines, this can be solved by requiring the students to perform lab-
oratory experiments. However, experimentation is difficult for entry-level
CS students. The students must know a programming language to ex-
periment with concepts taught in the classroom, which can add to the
frustration of learning things that cannot be immediately tested.

Short Attention Span
In order to adequately expose students to CS concepts, they need to 
get their hands in the proverbial Computer Science dirt: they must
learn both the theory and the syntax to apply the ideas. The instructor
must put in more effort to involve students who are not initially inter-
ested in the class to keep their attention. Steve Wolfman, of the
University of Washington (UW), says “there is a need to jar people at
the beginning of each class to shift them from what they have been
doing to what we are going to be doing” [5].

In 2002, Wolfman was given the Excellence of Teaching Award by
UW. The UW Computer Science and Engineering Department Chair,
David Notkin, says that “Steve has outperformed—by a substantial
amount—every faculty member who has taught the other 114 recorded
offerings of these courses” [5]. Wolfman has shown that using atypical
techniques to shift the students’ attention is effective and that such a
shift is especially important for instructors who teach first year college
students. Usually, these students take classes in many different subjects
in a given semester and may have difficulty switching their modes of
thinking. For example, an instructor’s effectiveness decreases if some of
the students are worrying about a physics exam that took place earlier
in the day. Gaining their attention takes up a significant percentage of
the course and leaves the professor less time to actually teach. Recently,
the computer science department at Rose-Hulman has moved the
entry-level CS course from four 50-minute blocks to two 100-minute
blocks, because it took students too long to get settled into the class.
This has since proven beneficial because the students are spending a
smaller percentage of the class period setting up and adjusting to the
new subject matter, thus giving instructors more time to teach.

Various Learning Styles
Bonwell and Eison claim that “some cognitive research has shown that
a significant number of individuals have learning styles best served by 
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pedagogical techniques other than lecturing” [1]. Thus, the lec-
ture/homework approach may not be the optimal teaching method to
use in any discipline because instructors can lose the attention of the
class during a lecture. Getting students to scream, as Wolfman did, is
often a good way for an instructor to keep their attention, at least for a
little while longer. However, every student learns differently, so the sur-
prise screams or other techniques can come from completely different
parts of a classroom education. Therefore, a good way to keep the atten-
tion of most students in any class would be to use techniques that cater
to different learning styles. Richard Felder of North Carolina State
University describes four different learning style models and classifica-
tions of students. He writes that “if professors teach exclusively in a
manner that favors their students’ less preferred learning style modes,
the students’ discomfort level may be great enough to interfere with their
learning.” In any given class, a professor may have students with a vari-
ety of preferred learning styles. Felder suggests that instructors do what
he calls “teaching around the cycle” [4]. In his paper, he describes these
different learning styles, and methods of teaching that benefit each style.

The Solution
Based on this research, I believe that concepts should be taught with as
many different styles and methods as possible in order to reach a broader
audience. Clearly, the classical lecturing technique is not as effective as
it could be. What steps can an instructor take to make the learning expe-
rience better? First, the instructor should do his/her best to gain and
maintain the attention of the students. Second, the instructor should
cater to different learning styles. Third, concepts should be covered
more than once and in different ways. Keeping these three goals in mind
will help an instructor make an introductory CS class more effective.

Gain and Keep Students’ Attention
A good way for instructors to get their students’ attention is to surprise
them. Students are fascinated with unpredictability, and are more likely
to watch an instructor if they can expect the unexpected. A teacher
that has students’ attention has the opportunity to motivate them to
learn; the hard part is keeping it. Because each student might be inter-
ested in something different, it can be difficult to hold the attention of
the entire class. To address this, an instructor must use various teach-
ing methods to capture as many students as possible. Using different
classroom techniques can help an instructor address a variety of stu-
dents, while at the same time engaging others in the material.

Teach Around the Cycle
Once students are engaged, an instructor must be sure to teach in ways
that will help the students learn. Since students have various preferred
learning styles, a professor needs to vary the method of instruction. For
example, a way to teach to students who prefer active learning can be
to relate the material as a metaphor. Getting them involved in a story
and later telling them how it relates to the subject can spark the learn-
ing surprises that professors frequently desire. Sometimes students
prefer something other than typical facts to learn a concept. In this
case, teaching by telling a story can be quite effective. For example, an
instructor could construct a metaphor to compare it to an implemen-
tation. Once the students are involved, they can be asked how they
would behave or feel and it can be related to one of the attributes of a
desired concrete example. This process is sometimes referred to as
“extended analogy” [6]. These various methods can help an instructor

teach “around the cycle” or vary the method of instruction so that all of
the students have an equal opportunity to learn in their preferred man-
ner. At the same time, catering to multiple learning styles can help an
instructor reiterate concepts without seeming redundant.

Reiterate Concepts
One of the best ways to learn introductory CS concepts is to be
exposed to them repeatedly. The obvious problem with this is that
ideas can become redundant. If an instructor uses many different
teaching methods for explanation, then the repetition will be less
noticeable because the instructor brings in a new way of looking at
each concept. Such variation benefits both the professor and the stu-
dent. The same daily routine can become just as boring for an instruc-
tor as it can for the students. Atypical techniques can provide relief
from such a monotonous routine. They can also provide a way for the
students to help direct the class. The instructor can find out how to
teach them more effectively by seeing how different individuals learn.

Using Atypical Techniques
An atypical technique is something unusual or different from the com-
mon style of classroom instruction, which consists of lecture, home-
work, group work, and tests. Exam ple techniques include role-playing
exercises, giving bonus points to students for subject-related jokes, in-
class debates about the outcome of a situation, or an extended analogy
[6]. There are countless variations of atypical techniques.

Active Learning
Techniques in this category heavily rely on student involvement and
often require the students to get up and move around. These put the
students “into” the CS concept being taught. These techniques pri-
marily target the students who learn best by involvement rather than
those who learn best from watching or listening and may include:

• Setting up a debate: Break the class into groups or select a few stu-
dents to take opposing sides of an issue or different solutions to a
problem. Have them argue for the accuracy or use of their side [1].

• Role-playing: Put students in an activity where they act as parts of
a computer program, or have similar behaviors to some aspects of a
CS topic. They can learn why things behave the way they do or dis-
cover the possible benefits for a type of implementation or system [1].

• Simulating algorithms using the class: Use the class as data
members in an algorithm or process. Distribute papers based on a
set algorithm or have the students alphabetize themselves [7].

Lecture Modifications
These techniques are modifications on the delivery or protocol for a
lecture. They have some form of shock or entertainment value and are
primarily used to get or keep students interested and may include:

• Jarring people at the beginning of each class: Steve Wolfman
makes a point to do something unpredictable and usually surprising
at the beginning of each class, such as screaming [5].

• Using an extended analogy: Make up a story that technically has
nothing to do with any CS concept, but somehow relate it, allegorically
or metaphorically, to CS. Camp, Hooper, and Matocha, write that “an
item, exaggerated to the point of silliness, becomes easier to recall” [6].
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Some Trials
The best way to test the effectiveness of atypical techniques is to
expose a class of undergraduate freshmen non-CS majors and exam-
ine the results. Two experiments were conducted to test the theory
that atypical classroom techniques would aid the students in learning.
For the experiment, the technique of role-playing was the primary con-
centration. The students that have trouble learning from a lecture or
from programming in a language as complex as Java, this should pro-
vide an alternate method to understand most CS concepts.

Setup
Two independent sections of the entry-level CS course (CS120) at Rose-
Hulman were used in the experiment. The two sections met at different
times and were equal in size at initial enrollment with thirty students each.
Almost all of the students had a declared undergraduate major outside of
computer science; out of the 60 students, only one had declared CS. The
instructors for each section of CS120 (Dr. Cary Laxer and Dr. Andrew Kin-
ley) had taught entry-level courses in the field and each had their own pre-
ferred teaching styles. Since the section that Laxer teaches met earlier
than Kinley’s, Laxer’s class was used as a control variable. Using this setup,
students could talk between sections about how the concept was taught
and it would not affect the experiment. Laxer’s class is referred to as sec-
tion C, for control, and Kinley’s class as section E, for experimental.

Initial Bias
In a small college environment, like Rose-Hulman, most classes and
professors have a reputation of some sort. Any bias of students toward
the class and professors in the experiment were gauged. If the two sec-
tions had different expectations for the class or professors, it would be
taken into consideration when reviewing the experimental results. On
the first day of class for each section a simple, anonymous question-
naire, asking questions of the students about what they had heard and
what they expected from the professor and the course, was passed out.
According to the anonymous questionnaire, no student had taken a
course from the named instructors.

Table 1: Initial Student Bias.

For the course relevance and subject interest, students were asked
to rank how relevant they think the course is and how interested they
are in computer programming, each on a scale of one to five (one being
lowest and five being most interest or relevance). The numbers (Table
1) are the arithmetic mean of the result set. The results show that stu-
dents in the control section are slightly more interested in and see the
applicability of the course more than the experimental section.
However, on the whole the students are only slightly interested in
computer programming. The students were also asked to state what
they have heard about the professor who taught their section. Negative
responses were given a negative point (–1), a neutral or no response a
zero, and a positive response a positive point (+1). The sum of the stu-

dents’ opinions (Table 1) is a positive number, which indicates an over-
all good opinion. On average, the students in the experimental section
had been given a higher opinion of their professor.

Table 2: Previous Programming Experience.

Finally, the students were asked what languages they knew or had
used. Table 2 shows the experience of each section by percentage.
Approximately one fourth of the students had been exposed to Java
(which is used in the course) or C++, and well over half had been
exposed to programming of some variety. The base skill level was close
to even in both cases, so programming experience was not expected to
influence the results. The instructors for both courses seemed enthu-
siastic about the experiment and were open to try new techniques in
order to help the students learn more. Since they both seemed in favor
of trying atypical classroom techniques, their attitude during instruc-
tion should not have had a significant effect on the students.

Expected Effect of Bias
Based on the analysis questionnaire, the students were fairly optimistic
concerning the course’s relevance and the interest in programming was
about the same. The students in the experimental section had been
given a significantly higher opinion of their instructor, which could
make them more receptive to an atypical technique. On the other
hand, high expectations for the professor could give the students less
motivation to learn on their own. This could lead to a class of specta-
tors that would spend less time learning outside of the class than the
other section. Very few of the students knew Java, so this should not
have affected the results. Overall, the students in both sections
brought a similar amount of programming knowledge and motivation
to the class as it started. The experiment is not significantly biased
toward motivation and programming skills.

Experiment 1: Interfaces
The first experiment was conducted on the concept of Java interfaces.
The control class was taught this concept using the standard lecture and
group work. The experimental class was subjected to a simple role-play-
ing exercise that supplemented the standard lecture. During the execu-
tion of this experiment, Dr. Kinley taught both sections of the course,
because Dr. Laxer was unavailable. Since the experiment was centered
on one lecture and the same instructor was teaching both sections, this
first experiment only compared teaching styles between sections. The
goal for this experiment was to show the effect a role-play illustrating
the functionalities of Java interfaces had on students. It was hypothe-
sized that the students would understand interfaces and their uses more
easily than a class that was just taught by only lecture and homework.

Execution
On the day that the students were to learn about Java Interfaces, both
sections were given an identical quiz with questions pertaining to the

Section Control Experimental

C++ 27% 24%
Java 2% 3%
Any Language 57% 66%

Section Control Experimental

Course Relevance 4.23 4.17
Subject Interest 3.83 3.66
Instructor Opinion 2 11
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concepts they were to learn. This pre-lecture quiz contained questions
that the class should not have known before the class as well as some
they might have been able to answer. The quizzes were then marked and
the class’ overall mean, median, and standard deviation were calculated.

The students were then taught the concept of Java interfaces as defined
in the course curriculum. Dr. Kinley conducted a role-playing exercise with
the experimental class. The next time the class met, they were given a
nearly identical quiz with slightly reorganized questions but with the same
information as the pre-lecture quiz. Again, the quizzes were marked and
the class’ overall mean, median, and standard deviation were calculated.

The Role-Play
One student (call him Jeff) was told to leave the room, and another
(call her Jill) was told to come to the front of the room. Jill was given a
list of activities that she would “know” how to do if asked. Once she
felt comfortable with the list of activities, Jeff was invited back. The
instructor told Jeff to give Jill different instructions. After a few
moments of Jeff asking Jill to do activities that she could not do, the
instructor explained that this is how life is without Java-style interfaces.
Once again, Jeff was told to leave the room. This time Jill was given a
set of activities she had to be able to do and what kind of parameters
went with each instruction, and they were then written on the board.
Jeff was invited back in and found himself greeted by a list of things
that Jill could do, as well as what she needed to know to do them. The
instructor asked if it would be easier to tell Jill what to do this time. As
expected, Jeff confirmed it was easier and found that Jill would react
to his instructions in the way he expected. The instructor explained
that the writing on the board was a kind of Java-style interface.

Initial Instructor Reaction
Immediately after the classes, Kinley explained that the students were
very receptive to the role-play exercise. He said their enthusiasm
toward class participation increased when they got to stand up and do
something rather than just sit and listen during the class. The mood in
the classroom was almost cheerful and he felt that he had the atten-
tion of the entire class through the exercise. Kinley said that he
believed the students in the experimental section learned the concept
of Java-style interfaces much more quickly than the control class. He
also believed that they were more able to apply their knowledge of
interfaces than the class that had not participated in the role-play. He
expressed his confidence in the effectiveness of the role-play in get-
ting the students to understand and apply interfaces.

Statistical Results
However, the statistical results are not as straightforward as the pro-
fessor’s anecdotal confirmation of the hypothesis. Percent change
(Table 3) was calculated for each student. Data in this chart reflects
the mean, median, and standard deviation of the changes, and not the
change in mean, median, and standard deviations. In short, the control
section seemed to show more improvement than the experiment sec-
tion. On average, the students in the control section improved their
scores 11% while the experimental section showed a much smaller
mean improvement of 3%. The experiment section started with half of
the scores above 67%, but finished with a median of 60%. Seven per-
cent of the students in that class moved below the average, indicating
that either the tail end increased (fewer very low scores) or there were

more very high scores than before the lesson. Combining this 7%
decrease in median with the fact that half of the students’ scores
decreased significantly (-10% median in change) leads to the conclu-
sion that many students did worse than average, but fewer students
had extremely low scores. This spread in the spectrum is verified by
the large deviation in the change of each of the student’s score.

Table 3: Results of the experiment.

The median change for the control section is positive, which sug-
gests that more than half of the students in the class had increased
scores. The mean increased quite a bit (11%) as well, suggesting that
there are more high scores, but fewer perfect scores.

Figure 1: Interfaces Test Results.

The standard deviation of each section indicates that the scores
clumped together much more closely around the mean after the lesson.
This signifies that more of the students in both cases are ending up with
a closer to average mastery of the class; each individual’s skill in Java-
style interfaces is becoming more “normal.” In summary, both sections’
scores coalesced into closer-knit groups around their averages (Figure
1), but many more students in the experimental section experienced a
decrease in scores. In both cases, there is a variance of scores below the
average that shrinks after the lesson. It seems that the people who were
having the most trouble in the experimental section were helped by the
role-play, but some people in that section suffered as well.

Experiment 2: Threads
The second experiment was conducted on the understanding of
threads. The control class was taught this concept using the standard
lecture and group work method. The experiment class performed a sim-
ple role-playing exercise to supplement the standard classroom routine.
During this experiment, Dr. Laxer taught the control section and Dr.
Kinley taught the experimental group. This time, with the use of two
different instructors, a possible difference in teaching styles had to be

Control Section Pre-Quiz Post-Quiz Change

Mean Accuracy 50% 61% 11%
Median Score 60% 60% 5%
Standard Deviation 33% 15% 30%

Experiment Section Pre-Quiz Post-Quiz Change

Mean Accuracy 56% 59% 3%
Median Score 67% 60% -10%
Standard Deviation 39% 23% 45%
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taken into consideration Once again, the goal for this experiment was
to show how a role-play illustrating the functionalities and behaviors of
threads would increase the students’ understandings of the concept.

Execution
Execution was exactly the same as in Experiment 1, but with a differ-
ent role-playing game to illustrate the concept of threads.

The Role-Play
The second role-play was conducted in the manner of a live Guess-
Who? [2] game. One person would hunt for a specific person by ask-
ing questions and eliminating students based on physical traits. One
student (call him Jeff) was chosen to be the leader of the exercise and
was told to leave the room while the game was set up.

The instructor then chose one student at random and gave that stu-
dent a treasure to hide on a person. Once the student had hidden the
treasure, the instructor asked the entire class to stand up. Jeff was
asked to come back in, and was told he needed to find the student
with the treasure by process of elimination. The process was to be iter-
ated until only one student remained:

1. Ask a question about the person’s appearance. For example, “Is the
treasure held by a student with blond hair?”

2. Go through the class, person by person, and tell each person that did not
fit the criteria to sit down and each person that did to remain standing.

Once the treasure was found, Jeff was asked to leave the room once
again. The instructor chose three people who would act as Jeff ’s
threads, and they were told to join him outside the room. Again the
treasure was hidden on a random student and the entire class was asked
to stand up. When the treasure was again hidden, Jeff and his threads
were asked to re-enter the room. He was told to do the same thing,
except this time he could dispatch an idle “thread” to sort through the
class. This added the option to have multiple people working at once.
The class could now clearly see the benefits of multitasking and thus,
the benefits of having multiple threads in a computer program.

Initial Instructor Reaction
After the role-play class, Kinley explained that the students really enjoyed
the exercise. He said that the entire class was energized, awake, and
engaged in the learning of threads. The change of pace was refreshing
for the students as well as the instructor and everyone was more inter-
ested than usual. Once again, the instructor said he believed the exper-
iment was effective because the students seemed to learn a large amount
from the exercise. Not only did it interest them and get them involved,
but the analogy of dispatching additional aid seemed to help the students
understand the purposes, benefits, and functionality of threads.

Statistical Results
Percent change (Table 4) was calculated for each student. The data
reflects the mean, median, and standard deviation of the changes, not
the change in mean, median, and standard deviations. At first glance
it seems that, on average, the experimental section improved more
(28% mean increase versus 5%), but at the end of the exercise the con-
trol section still had a slightly higher mean score and thus a deeper
understanding of threads. In both cases, the standard deviation shrunk

to 13%, which indicates that the spread of scores lessened after the
class on threads.

Table 4: Results of the experiment.

The experimental class, however, started with a bigger spread than
the control class and ultimately coalesced more. This would indicate
that more of the students moved closer to the mean. The median score
in the control section did not change at all, which implies that the lower
scores moved an insignificant amount, and that the scores that started
above the median remained the same as before. For the students in the
class above the median this session did not affect their knowledge of
threads. The median in changes for the control section is very low,
which indicates that most of the students had little score change, if any.
The median score in the experimental section followed the same
upward trend as the mean, which indicates that the increase happened
class-wide and not just with a select few students. The fact that the
standard deviation dropped by about 10% indicates that the benefit had
the biggest impact on people below the average, because their scores
grew much closer to the mean. Overall, it seems the experimental sec-
tion made the most progress over one day with the lecture on threads.

Figure 2: Threads Test Results.

This time two different instructors were teaching the classes, which
might have lead to the students in the control and experimental sec-
tions having different levels of understanding. The experimental sec-
tion, however, showed a 28% mean gain in one session that may have
taken the other session two. A significant change occurred in the exper-
imental section (Figure 2): the wide distribution shrunk to what appears
to be a line instead of a box for the post test. Also visible is the climb in
low scores. Most of the scores in the experimental section grew by more
than 25%, whereas in the control section the lower scores stayed low.

Further Analysis
There are many different types of atypical techniques. Role-playing is
just one example. Each technique targets different learning styles and 

Control Section Pre-Quiz Post-Quiz Change

Mean Accuracy 78% 83% 5%
Median Score 83% 83% 3%
Standard Deviation 16% 13% 17%

Experiment Section Pre-Quiz Post-Quiz Change

Mean Accuracy 53% 82% 28%
Median Score 50% 83% 33%
Standard Deviation 23% 13% 28%
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